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Introduction
A quick review of any medical journal confirms that the majority of clinical trials are designed with a frequentist framework.  Years of research have gone into frequentist clinical trials, and have yielded simple guidelines for their design and implementation.  Recent advances in computing have led to an increase in the popularity of Bayesian methods, yet this has not resulted in an increase in their use in clinical trials.  Most clinicians are comfortable with the p-value and the simple computer programs available to calculate power and sample size for a frequentist clinical trial.  In order for Bayesian clinical trials to gain popularity, an easy-to-use framework must be developed along with methods for calculating power and sample size.  This paper explores a framework for Bayesian clinical trials set forth by Speigelhalter (1994) and presents simulation results for the calculation of power for a small clinical trial.
Bayesian Framework

In 1994 Speigelhalter, Freedman and Parmar developed a framework for Bayesian clinical trials.  Speigelhalter identified three important components to the Bayesian clinical trial: the range of equivalence, the community of priors, and monitoring and stopping rules.  These three concepts will be explored in the context of a clinical trial assuming Weibull regression.  

Consider a clinical trial where the survival times are assumed to be Weibull.  Therefore 
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.  For this example it is assumed that r is known and equal to 2.  Under this parameterization median survival time is equal to 
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with percent change in median survival time for the treatment group equal to
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.   Suppose the clinical trial aims to test the difference between a treatment (x = 1) and a control (x = 0).  To test for a difference in survival the parameter of interest will be β1 with β1 > 0 indicating increased survival for the treatment.  It should be noted that Weibull regression is usually parameterized
[image: image5.wmf])

*

(

1

0

b

b

m

x

e

+

=

, but an alternate parameterization was used as it leads to an easier explanation of Speigelhalter’s framework.  
The first step in designing a clinical trial requires the clinician to determine a range of equivalence for the parameter of interest.  The lower bound of the range of equivalence is the clinical inferiority boundary, βI (Speigelhalter 1994).  Usually the inferiority boundary corresponds to no improvement but this need not be the case.  In some situations the new treatment may be very invasive or costly and would not be considered unless a certain minimum level of improvement were expected.  For the example it is assumed that the experimental treatment is comparable to the control with respect to cost and invasiveness.  Therefore clinical inferiority is determined to be no change in survival, which corresponds to βI = 0.  The upper bound of the range of equivalence, βS, should determine clinical superiority in the sense that if β1 > βS, one could reasonably conclude that the treatment is superior to the control (Speigelhalter 1994).  Assume for our clinical trial that the treatment would be considered superior if it were to produce a 15 percent increase in median survival.  This implies that 
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= 1.15, or βS = 0.28.  Therefore the range of equivalence for β1 is (0, 0.28), and conclusions about the treatment could be drawn as follows: if β1 < 0, the treatment is inferior; if 0 < β1 < 0.28, the treatment and control are equivalent; if β1 > 0.28 the treatment is superior.  All inference about the parameter of interest will be drawn from the range of equivalence.  
In designing a clinical trial, as with any Bayesian analysis, choosing the prior is not a simple process.  Prior belief about the parameter must be captured while not providing too much information as to drive the analysis.  This process is made even more complicated by the fact that there will typically be a wide range of prior beliefs about the treatment.  It is possible to elicit the opinion of several experts on a treatment or disease and infer wildly different distributions for the parameter.  To address this problem Speigelhalter suggests using a community of priors, which is a collection of priors that represent a wide range of belief about the parameter (1994).  Speigelhalter identifies four classes of priors that should be included: reference priors, clinical priors, skeptical priors, and enthusiastic priors.  Reference priors are non-informative priors which are commonly used in Bayesian analysis.  The opinion of the researchers and other experts in the field are summarized using clinical priors.  Skeptical and enthusiastic priors are not as straightforward and require more formal definitions.
Skeptical and enthusiastic priors are included in order to formalize skepticism or enthusiasm about the treatment.  Formalizing skepticism can be accomplished by using a prior symmetric about βI, or in our case, 0.  The prior assumes that the probability of the treatment being inferior is 0.5.  In order for this prior to remain a reasonable option, values greater than βS must be given sufficient support.  Speigelhalter suggests determining the prior variance such that P(β1 > βS) is equal to a small number such as 0.05 or 0.025 (1994).  In the Weibull regression example a skeptical prior would be N(0, 0.03), which allows for P(β1 > 0.28) = 0.05.  Enthusiasm is formalized simply by centering a prior with the same variance about βS.  In our example an enthusiastic prior would be N(0.28, 0.03).  Figure 1 illustrates the skeptical and enthusiastic prior by overlaying them on the range of equivalence.
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Figure 1: Skeptical and Enthusiastic priors

After the range of equivalence and community of priors have been determined it is still not immediately obvious how conclusions will be drawn from the posterior.  The interpretation of the range of equivalence is clear, but inference will certainly not be based on a point estimate alone.  Furthermore, we now have several priors which could lead to different conclusions about the parameter.  Which should be used for the final analysis?  Speigelhalter suggests comparing the 95 percent confidence interval (CI) for the parameter of interest to the range of equivalence, and drawing conclusions as described by Figure 2.
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Figure 2: Possible conclusions suggested by Speigelhalter based on the range of equivalence; (βL          βU) represents a 95% CI for β1
Several interesting observations can be drawn from this picture.  First, in Speigelhalter’s design there are more conclusions than merely reject or fail to reject the null hypothesis.  Furthermore, the design allows for the acceptance of the treatment or control.  Acceptance is not in the vernacular of the frequentist statistician although in this situation it seems reasonable since it requires the probability of inferiority or superiority to be greater than 0.975.  It should also be noted that if there is very little information about the parameter of interest (i.e. 95 percent CI covers all three regions) no conclusion is reached about the treatment.  

The decision rule presented above assumes one posterior distribution for β1, while Speigelhalter suggests a community of priors should be developed for the analysis.  Therefore one of the priors must be chosen for the final analysis.  In Speigelhalter’s opinion the prior should represent “an adversary who will need to be disillusioned by the data to stop further experimentation” (1994).  In order to draw a conclusion about the treatment, there should exist enough evidence to convince the most skeptical observer.  Therefore Speigelhalter suggests that when one attempts to conclude a treatment difference the skeptical prior should be used, while the enthusiastic prior should be used when one attempts to conclude no difference (1994).  

Now that a Bayesian framework for clinical trials has been set forth the next logical step is to consider Type I error and power.  It is clear that the usual definitions of Type I error and power need to be tweaked to accommodate a Bayesian setting.  The usual definition of Type I error is the probability of rejecting the null hypothesis given that the null hypothesis is true.  It seems that in Speigelhalter’s framework the Bayesian equivalent to Type I error is the probability of rejecting the control with the skeptical prior when the skeptical prior is true.  Likewise a definition of power would be the probability of rejecting the control with the skeptical prior when the enthusiastic prior is true.  Under these definitions, Type I error and power are not immediately ascertained from the likelihood and prior.  In most cases the posterior is not available in closed form and Markov Chain Monte Carlo (MCMC) must be used to estimate the posterior.  Therefore power and Type I error can be estimated through simulation.  
Computing

The increase in popularity of Bayesian methods can be directly linked to advances in statistical computing.  As mentioned previously, the posterior distribution is typically not available in closed form and must be estimated using MCMC methods such as the Gibbs sampler.  This led to the development of easy-to-use software such as WinBUGS for MCMC estimation in a Bayesian setting.  In order to complete the simulations required to estimate Type I error and power it is necessary to have a statistical package that allows for the generation of simulated data and MCMC estimation.  Until now no such software existed.  Software packages such as R or S-Plus allow for easy simulation of data, but they do not have any built-in MCMC capabilities.  Therefore in order to complete a Bayesian simulation one would have to write their own MCMC code or use the existing code for calling WinBUGS from R, which is too slow to be useful.  

This changed with the development of BRugs.  BRugs is a set of R commands, written by Andrew Thomas, that quickly calls WinBUGS from R.  With BRugs, it is easy to embed WinBUGS code within a loop in R.  This allows for quick and easy Bayesian simulations.  A brief introduction to BRugs can be found in the Appendix.
Simulation Results

A simulation using four different sample sizes was completed to estimate power and Type I error using Speigelhalter’s framework.  The four sample sizes considered were 25, 50, 75 and 100 patients per group.  The true value of β1 was drawn from either the skeptical or enthusiastic prior and the analysis was completed using skeptical, enthusiastic and reference priors.  For all simulations, the median survival time for the control group was assumed to be 36 months.   All analysis was completed using a N(7.53, 0.04) prior for β0.  True values of β0 were drawn from the prior.  Each simulation was completed with 1000 iterations.  

First, we consider the probability of rejecting the control when the enthusiastic prior is true.  If the enthusiastic prior is true the control should be rejected.  Under the enthusiastic prior the probability that β1 is less than 0 is one half so a good decision rule should reject the control most of the time.  The probability of rejecting the control was estimated by simply dividing the total number of times the control is rejected by 1000.  Results are given in Table 1.
Table 1: Probability of rejecting the control when the enthusiastic prior is true

	Prior

N  
	Skeptical
	Reference
	Enthusiastic

	25
	.014
	.207
	.475

	50
	.087
	.352
	.615

	75
	.191
	.378
	.652

	100
	.288
	.472
	.682


Several trends are visible in this table.  First, the probability of rejecting the control increases as sample size increases.  This is consistent with a frequentist clinical trial and is not surprising since an increase in sample size will narrow the 95 percent CI for β1.  Second, it is more likely to reject the control using the enthusiastic prior than either the skeptical or reference prior.  It should also be noted that using Speigelhalter’s guidelines the skeptical column corresponds to power.  Therefore, a sample size of 100 patients per group would have power of about 0.3 for this trial.

Now consider the probability of rejecting the control when the skeptical prior is true.  Ideally this probability will be low given that the skeptical prior implies P(β1 < 0) = 0.5.  Results are given in table 2.
Table 2: Probability of rejecting the control when the skeptical prior is true

	Prior

N
	Skeptical
	Reference
	Enthusiastic

	25
	.001
	.053
	.178

	50
	.009
	.069
	.213

	75
	.017
	.110
	.209

	100
	.034
	.070
	.214


Table 2 exhibits similar patterns as Table 1.  The probability of rejecting the control increases as sample size increases and the probability of rejecting the control is higher for the enthusiastic prior than for the skeptical or reference prior.  Under Speigelhalter’s guideline for rejecting the control, the skeptical column corresponds to Type I error.  This reveals a troubling problem as the results suggest Type I error increases with sample size.  


Unlike frequentist clinical trials which have only two possible conclusions, reject or fail to reject the null, Speigelhalter’s framework allows for several potential conclusions about the treatment.  This has the advantage of allowing for greater flexibility when drawing inference about the treatment, but has the disadvantage of creating new error scenarios which are not considered in a frequentist clinical trial.  For example, typically, Type II error is equal to one power power, but under Speigelhalter’s framework this relationship does not hold.  Therefore two other important scenarios must be considered: the probability of rejecting the treatment when the enthusiastic prior is true, and the probability of rejecting the treatment when the skeptical prior is true.  Results for these scenarios are given in Tables 3 and 4.
Table 3: Probability of rejecting the treatment when the enthusiastic prior is true

	Prior

N
	Skeptical
	Reference
	Enthusiastic

	25
	.19
	.043
	≈ 0

	50
	.188
	.059
	.012

	75
	.198
	.075
	.028

	100
	.234
	.108
	.045


Table 4: Probability of rejecting the treatment while the skeptical prior is true

	Prior

N
	Skeptical
	Reference
	Enthusiastic

	25
	.681
	.201
	.003

	50
	.549
	.296
	.089

	75
	.664
	.370
	.194

	100
	.668
	.510
	.295


Tables 3 and 4 are very similar to Tables 1 and 2, with the exception that in Tables 3 and 4 the probability of rejecting the treatment is higher with the skeptical prior than with the enthusiastic prior.  This is expected, since the skeptical prior favors the control while the enthusiastic prior favors the treatment.   Under Speigelhalter’s guidelines Type II error corresponds to the enthusiastic column of table 3.  As with Type I error, the Type II error rate increases with sample size.
Conclusions

Speigelhalter has developed a useful framework for the design and implementation of Bayesian clinical trials.  That said, there are still some issues that need to be resolved.  The data suggest that more thought must be given to decision rules in clinical trials.  Speigelhalter’s convention of using the skeptical prior when attempting to conclude a difference between the treatment and control may be too conservative. Simulation results suggest that although the skeptical prior may reduce Type I error, it is probably too high of a hurdle for most studies to jump over.  Also, further thought must be given to the role of an equivalent conclusion in a clinical trial.  The sample sizes considered did not produce confidence intervals narrow enough to lead to equivalent conclusions but as sample size increases this will become more common.  If the skeptical prior is true, should an equivalent conclusion be considered a Type I error?  The answer to this question is not immediately clear.

The goal of the simulation was to produce estimates of power in a small clinical trial.  In one sense, this goal was accomplished.  There is no reason to think that these estimates fail to provide a reasonable approximation for power and Type I.  Advances in computing have improved the viability of simulations for the estimation of power and Type I error.  That said, the example given is a small clinical trial.  It is not uncommon for clinical trials to enroll ten to fifteen thousand patients.  Simulations of such large size may not be practical considering the computing time required for a small clinical trial (≈ 7 hours for N = 100).  Also, computing sample size for frequentist clinical trials has become increasingly simple due to computer programs such as the SIZE macro.  In order to usurp popularity from frequentist methods, algorithms must be produced to quickly estimate sample size and power.  Although asymptotic approximations such as the Bayesian central limit theorem may no longer be useful for data analysis, they may be helpful for calculating sample size and power.  Perhaps formulae for sample size and power could be derived from approximations of the posterior distribution.

If solutions could be found to the above two problems Bayesian statistics could become more common in clinical trials.  Bayesian methods provide many advantages for clinicians when compared to frequentist methods.  Results from a Bayesian clinical trial are easily interpreted and allow for greater flexibility when drawing conclusions about the treatment.  
 Appendix: BRugs Introduction

WinBUGS has quickly become the software of choice for the majority of Bayesians.  Unfortunately WinBUGS is not easily used in simulation studies since it has no random number generation capabilities.  On the other hand, R has built in commands for random number generation making it ideal for simulation studies.  BRugs bridges the gap between the two programs by allowing WinBUGS commands to be used within R.  BRugs is a set of R commands written by Andrew Thomas that call WinBUGS from R.  Once the BRugs dump file is sourced into R, the capability of WinBUGS is available in R.  An example of BRugs code can be found in Figure 3.  The sample program specifies the model, runs a 1000 iteration burn-in, sets the parameters, updates the samples 10000 iterations and displays summary statistics for the parameter.  A BRugs counterpart exists for most WinBUGS commands and their names are typically intuitive.  At this time no manual exists for BRugs although most commands can be found by searching through the dump file.   
Figure 3: Sample BRugs code

loadBRugs()


check('C:/model.txt')  **Checks model – equivalent to check model button
data('C:/data.txt')
**Checks data – equivalent to load data button
compile()


inits('C:/inits.txt')
**Checks initial values – equivalent to load inits button
update(1000)


set(a)

set(b)

update(10000)

stats('*')

**model.txt**

model {

for (i in 1:n) {

y[i] ~ dnorm(a, b)

}

a ~ dnorm(0, .0001)

b ~ dgamma(.0001, .0001)

}

**data.txt**
list(y = c(3,2,6,7,2,3,6,7,8,10), n = 10)
**inits.txt**

list( a = 0, b = 10)
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